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The stochastic Multi Armed Bandit (MAB) model

@ K unknown distributions v1, ..., vk called arms

@ atime t, select an arm A; and collect an observation X; ~ v4,

.......................

Sequential strategy / algorithm : A, can depend on:
@ previous observation Aj, X1, ..., As, X
@ some external randomization U; ~ U([0,1])

@ some knowledge about the possible distributions: v, € D



@ Posterior Sampling



Thompson Sampling

[Thompson, 1933] suggests the very first bandit algorithm.
A Bayesian algorithm:

e K =2 Bernoulli arms, B(p1), B(p2)

e uniform prior distribution (p1, p2) ~ U([0,1]) @ U([0, 1])

At time t + 1, choose
@ arm 1 with probability P;
@ arm 2 with probability 1 — P;

where P; is the posterior probability that arm 1 is optimal:

Pt = P(p1 > p2|Ht)

Pg,~Beta(s1(8)+1,F1(¢)+1) (P1 > P2)
p2~Beta(S2(t)+1,F2(t)+1)

H: = (A1, X1, .., At, Xt) observation collected in t time steps

Si(t)/Fi(t) : number of successes / failures observed on arm i



Posterior Sampling: Modern View

Input: prior distribution over the arms’ means p = (u1,. .., k)
posterior distribution My = L(u|H;)

O

In each round, TS is equivalent to sampling a bandit model from
the posterior and selecting the best arm in the sampled model

P(Arr1 = a[He) =T, (3 = arg max Ni)

1

[Russo et al., 2018]



Posterior Sampling for Bernoulli bandits

Example: Bernoulli bandit with means g = (p1, .. ., i)
@ prior distribution: p, b Uu(o, 1]
=» posterior distribution:
m(t) = L(palX,. ., X)
- Beta(Sa(t) 1, Na(t) — Sa(t) +1)
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Posterior Sampling for Bernoulli bandits

Example: Bernoulli bandit with means g = (pa, .. ., k)
e prior distribution: g, & Uu([o, 1]
=» posterior distribution:
ma(t) = L(malXe,..., Xe)
- Beta(Sa(t) 1, Na(t) — Sa(t) +1>
~——

—_—
#ones F#zeros
Thompson Sampling

In round t + 1:

Va e [K], 6a(t) ~ ma(t)

Ari1 = argmax 0,(t)
ac[K]
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Posterior Sampling for Gaussian bandits

Example: Gaussian bandit with means p = (p1, ..., k), var o

e prior distribution: g, =5 N(0, x?)
=» posterior distribution:

ma(t) = L(ualXy,..., Xt)
= N( Sa(t) 2 02 2)
Na(t) + % Na(t) + %

Thompson Sampling

In round t+ 1:

Vae[K], 0a(t) ~ ma(t)

Api1 = arg max 0,(t)
a€[K]




Posterior Sampling in action

Thompson Sampling | Trial 113/ 300

Treatment

Density
=+
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source: Wikipedia



Posterior Sampling: Theory

[ = MaX[ly, 3, = argmax [,
a a

Upper bound on sub-optimal selections

Va:jia < i EulNa(T)] < % + ou(log(T)).

where KCinf(va, ptx) = min {KL(v,,v) : Ex,[X] > ps}-

@ proved for Bernoulli bandits, with a uniform prior
[Kaufmann et al., 2012, Agrawal and Goyal, 2013]

@ for 1-dimensional exponential families, with a conjuguate prior
[Agrawal and Goyal, 2017, Korda et al., 2013]

@ distributions with finite support with a Dirichlet prior
[Riou and Honda, 2020]



Posterior Sampling: Theory

[ = MaX[ly, 3, = argmax [,
a a

Upper bound on sub-optimal selections

log(T)

Va: < ey, Bp[Na(T)] <
Ha < iy Bp[Na(T)] < 2200

+ 0u(log(T)).

where KCinf(va, ptx) = min {KL(v,,v) : Ex,[X] > s}

proved for Bernoulli bandits, with a uniform prior
[Kaufmann et al., 2012, Agrawal and Goyal, 2013]

for 1-dimensional exponential families, with a conjuguate prior
[Agrawal and Goyal, 2017, Korda et al., 2013]

distributions with finite support with a Dirichlet prior
[Riou and Honda, 2020]

its regret E ZtT:l(,u* — ,uAt)] is logarithmic (and optimal)



Posterior Sampling: Practice

T K
Ru(T)=E Z(N* —pa)| = Z(M* — pta)Epu[Na(T)]
t=1 a=1
40 | = mean regret of UCB Vi
- mean regret of kl-UCB g

35 1 —— mean regret of Thompson Sampling

T T T T T T ™ T T
0 250 500 750 1000 1250 1500 1750 2000

regret estimated over N = 500 repetitions (+ 25%, 75% empirical
quantiles) on a Bernoulli bandit & = [0.1 0.05 0.02 0.01]



© Beyond Regret



Example: Adaptive Clinical Trial
& w =~ 3

B(p1) B(p12) B(us)  B(ua) B(us)

For the t-th patient in a clinical trial:
@ choose a treatment A;
@ observe a response X; € {0,1}: P(X; = 1) = pa,

Minimize regret < cure as many patients as possible

”

Best Arm Identification: identify as quickly as possible the best
treatment (without trying to cure patients during the trial)

a.(p) = arg max 1,
a



Another Pure Exploration Task

Phase | (Dose Finding) clinical trial:
@ arms = doses of the same medication
@ observation X; € {0, 1} indicating toxicity

o Toxicity
2 0

08

06
L

Toxicity probability

02 03 04
L L

™ Maximum acceptable
targeted toxicity

0.0
L

Doses

Goal: identify as quickly as possible the maximum tolerated dose:

iv(p) = arg max |y — pa|
a€[K]

[Garivier et al., 2019, Aziz et al., 2021]



Can Thompson Sampling find the best arm?

At time t, TS is selecting

A = argmax 0,(t — 1)
ac[K]

Is arm A; a reasonnable guess for the best arm?



Can Thompson Sampling find the best arm?

At time t, TS is selecting

A = argmax 0,(t — 1)
ac[K]

Is arm A; a reasonnable guess for the best arm?

Less explorative recommendation rules:
© empirical best arm: iy = arg max, ¢k fla(t)
® most played arm: 7 = arg max,c[x] Na(t)

@ a smoother (randomized) version

Np(t)




Can Thompson Sampling find the Best Arm?

Ni(t) NK(t))

) 1.'

For Thompson Sampling + 7; ~ (

P,(c#a) = Y PB(ie=b)= ) E,[P(0 = bH)]

b#ay b#ay
_ oy BN los(d)
t Yot

b#a,



Can Thompson Sampling find the Best Arm?

Ni(t) NK(f))

) 1.'

For Thompson Sampling + 7; ~ (

P,(c#a) = Y PB(ie=b)= ) E,[P(0 = bH)]
b#a, b#ay
S EV[I\ib(t)] - CV@

b#a,

How good is this decay rate?

@ worse than uniform sampling + empirical best arm
(exponential decay)

@ in order to guarantee P, (B; # a.) < d, t has to be chosen as
a function of the unknown instance v



© Posterior Sampling for Pure Exploration



© Posterior Sampling for Pure Exploration
@ Top Two Thompson Sampling



Top Two Thompson Sampling

My = (m1(t),. .., mk(t)) posterior distribution on = (11, ..., tk)

Top-Two Thompson Sampling (TTTS)
Input: parameter 5 < (0.1). In round t + 1:

@ draw a posterior sample 8 ~ I, a,(0) = arg max, 0,
e with probability [, select Ary1 = a.(0)

@ with probability 1 — 3, re-sample the posterior 8’ ~ [1; until
a,(0") # a.(0), select Arr1 = a,(0")

[Russo, 2016| Bayesian analysis of TTTS (for exp. families):

M: ({0 : a,(0) # a}) S Cexp (—t/T5(p)) as.

where the rate is proved to be optimal.



Relation to Fixed Confidence BAI

For Gaussian bandits (known variance 0?):

o 2
7‘5(11/)71 = sup min (/‘La* IUJQ)
wely 373 2 (i + i)
wox =0 Wayx Wa

Fixed-Confidence Best Arm ldentification algorithm:
@ sampling rule A;
e recommendation rule 7; (guess for the best arm)
@ stopping rule 7 (when we think our guess is correct)

Lower bound

For any d-correct BAI algorithm, i.e. Py, (ir # ax(p)) < 9 for all p,

Wi, Bl 2 T (5.

where T*(p) = minge(o,1) T;(NJ)




Sample complexity of TTTS

For Gaussian bandits, one can analyze TTTS with the posterior

) = (A0 175

coupled with the (Generalized Likelihood Ratio) stopping rule

75 = inf {t € N: min (ﬁg;(t) - ﬁa(t))2 2 log (log(t)) }

4]

azay 1 1\
t 20‘2 (Né‘{f(t + Na(t))

with &f = arg max, fi,(t) and i, = &%.

~—

TTTS(p) is d-correct and

E, [75]

Vi, < Ti(w)

A Tog(1/9)




Sample complexity of TTTS

For Gaussian bandits, one can analyze TTTS with the posterior

ma(t) =N (ﬂa(t), %(i))

coupled with the (Generalized Likelihood Ratio) stopping rule

75 = inf {t € N: min (fta; (1) = Aa(t))” > log (loi(t)) }

a#ay 1 1\ ©
t 20’2 (Nng(t) + Na(t))

with &F = arg max, fi,(t) and i, = 4.

TTTS(1/2) is d-correct and

Ey, [75]

Vi, < 2T*(u)

50 log(1/9)




Sample complexity of TTTS

For Gaussian bandits, one can analyze TTTS with the posterior

g

) = (a0 175

coupled with the (Generalized Likelihood Ratio) stopping rule

Aé* t - Aa t 2
rs—infl e e N min e (t) = falt)) Zbg('og(t))
73ty o 1 . 5

with & = arg max, [i,(t) and 2, = &.

~—

Rationale

2
T?(/,l,)71 = sup m|r1 M =3 W) (”)
WEAK #3952 <¢ i g) t

Wox =3 Wa, A




Sample complexity of TTTS

For Gaussian bandits, one can analyze TTTS with the posterior

g

m(t) = (), N—(zt))

coupled with the (Generalized Likelihood Ratio) stopping rule

Aé\* t) — Aa t 2
= infdte N min e () = fa(t)) zlog(logm)
T\ W@ T W@

with & = arg max, [i,(t) and 7, = &.

Rationale

o 2
Th(u)™" = min — e ~Ha) and 2 ()
77 202 (W‘l(u) + W*l(u)> ‘




TS versus TTTS

Fraction of samples allocated to each arm as t — oc:

Empirical allocation over arms Empirical allocation over arms
10 05
08 0.4
g &
206 £03
§ §
E E
g z
£ £
204 202
02 0.1
0.0 0.0
1 2 3 4 1 2 3 4
Arm Arm

Thompson Sampling V.S. Top Two TS (5 =1/2)



TTTS in Practice

Empirical sample complexity for g = [1 0.8 0.75 0.7] and 02 =1
over N = 1000 runs, § = 0.01

7000 .
=== N*=1264.37

co00 | —~ Nos=132639

5000

4000 —F

3000

1000 S B T

0 -4 A1 £
T3C TTTS TTEI BC Trackand Uniform UGapE
L / Stop +GLR
Top Two Algorithms

TTTS: the first of many Top Two Algorithms
(analyzed beyond Gaussian distributions) [Jourdan et al., 2022]



© Posterior Sampling for Pure Exploration

@ Posterior Sampling Beyond Best Arm Identification



Pure Exploration

(For simplicity) Gaussian bandits, known variance o2

Possible vectors of arms means p = (p1, ..., k) € RK

Identification task

Given a correct answer function

B ()

find a correct answer with high probability.

i () = argmax, |y — 14|




Pure Exploration with Fixed Confidence

An algorithm is made of:
e a sampling rule A¢ € [K] : what is the next arm to explore?
=» get a new observation X; ~ v4,
@ a recommendation rule %; : a guess for the correct answer

@ a stopping rule 7: when to stop the data collection?

Definition

An algorithm is d-correct if, for all p € M, P, (2- # i(p)) < 9.

Goal: a J-correct algorithm with small sample complexity [E,,[7]



Lower bound and Stopping Rule

Lower bound (e.g., )
For any d-correct algorithm, i.e. P, (2, # ix(p)) < 0 for all p,

Vit Balr] > T()In (3—15) |

where

T ()t = f
b= am M ZWa

with Alt(7/) = {X: ik(A) # i}

Generalized Likelihood Ratio stopping rule: let

K ~
75 = inf {t :inf ZNa(t)M > c(t,é)}

AEAt (i) “— 20

with 7 = i, (fia(t)) the empirical correct answer.



The Generalized Likelihood Ratio Stopping Rule

The GLR stopping rule:

@ is d-correct for any pure exploration task for a threshold
c(t,0) ~ log(1/d) + K loglog(t) [Kaufmann and Koolen, 2021]

@ ... but can be intractable for some complex tasks i,

Example: Pareto Set Identification in multi-objective bandits
[Kone et al., 2025]

Y y y
1 1 1
+ + +
+2 +2 +2 »2
5 5 5
+ + 4 + 4
+3 ‘--H' +3 & ¥ +3




Posterior Sampling to the Rescue

PS Stopping rule

For all m < M(t, ), sample ™ = (67",...,87) with

o7~ (i), )

I for all m, i,(6™)=i,(fu(t)), stop and recommend i, ((t))

@ inspired by the TS-Explore strategy for Combinatorial bandits
[Wang and Zhu, 2022]

@ analyzed in [Kone et al., 2025] for Pareto Set Identification for

_ log(log(t)/5)

jog(t/9)
(80> og(1/0)

and M(t,0) ~ —5




A Posterior Sampling Sampling Rule?

(Repeated) Posterior Sampling can be used to select an alternative
answer that is promising: given

m = inf{m: i.(07) # i.(A(£))}

we need to discriminate between

(A1) and i (5?)

=» What arm to sample to do that is however non-trivial...
[Kone et al., 2025, Qin and You, 2025]



© Posterior Sampling for Pure Exploration

@ Murphy Sampling



Comparing the Smallest Mean to a Threshold

Is there an arm below ~?

L(p) = ]l(main s < v) € {0,1}
[Kaufmann et al., 2018]



Lower Bound and Oracle Allocation

Lower bound: for any d-correct algorithm,

B > T (55)-

For our problem the characteristic time and oracle weights are

202

T*([J,) _ (#min;lf Lmin < 7,
2 Gaaape Hmin >

1(31:3*) Fomin < Vs
W* — L —"Y 2
(wi(pr))a E(J/ 1) Limin >

j (/'j*"")z

(wy(p))a: fraction of selections of arm a under a strategy that
would match the lower bound



Murphy Sampling

Murphy Sampling

Sample 6 ~ M1 (-| min, 0, < ), then play A; = argmin, 6,.

always condition on the “worst alternative”



Properties of Murphy Sampling

For all p, Murphy Sampling satisfies, for all a,

Na(t)
t

— (wi(p))a, a.s.

Murphy sampling together with 7 = 7 A 7~ where

7« = inf{t € N:3Ja: UCB,(t) <~}
7> = inf{t € N:Va, LCB,(t) > v}
S) ©)

iﬁgw 1324,

satisfies limsups_,o ;”r < Ti(p), a.s..
d



Conclusion

Adding some appropriate conditionning to posterior sampling can
make this algorithmic principle useful for pure exploration tasks.

We saw:
@ a universal stopping rule
(but its calibration is specific to each task)
@ two task-specific (simple) sampling rules
=» Top-Two Thompson Sampling (BAI)
=» Murphy Sampling (Is the Minimum below ~7)

Perspective:

@ For what kind of pure exploration task can we have a simple
posterior-sampling based sampling rule?

@ When to use the PS stopping rule over the frequentist GLR?
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